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Executive summary
LIXI e-business standards cover a wide range of business document exchange scenarios.

Some document exchanges are transactional, such as loan application processing or

valuation request processing. Other document exchanges are non-transactional (narrative)

[2] such as loan product information dissemination and back channel status updates.

Technical solutions for transactional document exchanges have been typically mapped to

more complicated infrastructure, such as Web services, to leverage sophisticated

infrastructure support for transactional exchange.  The recently published implementation

guide [5] for LIXI Valuation adopts such an approach.  However the complexity of using

these sophisticated infrastructure, exacerbated by the many variations in the ways that

companies handle LIXI data, has made the cost of this approach relatively high both in

monetary terms and in terms of staff time. For non-transactional document exchange, LIXI

scenarios usually require the unidirectional secure dissemination of large quantities of

frequently changed and time-sensitive data.  A wide range of receiver capabilities has to be

considered in terms of both technical sophistication on the organization level and device

limitations (e.g. mobile devices for field operators). Costly infrastructure is often not the best

solution.

In this guidebook, we outline lightweight Publish-Subscribe (Pub-Sub) based reference

architecture for LIXI product information dissemination. The ultimate goal of efficient,

pervasive dissemination of product information is to make it clear to all parties (borrowers,

brokers and even the lenders themselves) just what products are available for sale at a given

point in time – hence the project name “LIXI Visible Loans”.

There are two types of information to be published. The first type to be published is the

product-related information itself. As there are a variety of such information (some of which

are complex data types) existing in the lending industry, we choose to prescribe a generic

mechanism for publishing such information. The design is based on the REpresentational

State Transfer (REST) [1]principle which is in large part responsible for the success of the

World Wide Web (WWW).  Product-related  information is organized as a hierarchy of URI

addressable resources.  Each resource has a variety of representations, ranging from well-

formed LIXI XML data to PDF brochures. Resources can be published and manipulated

through standard HTTP verbs (GET, PUT, POST, DELETE).  The publication of this type of

information is not the focus of this document, though a brief description is provided for a

complete picture.
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The second type to be published is the change notification which can be subscribed to by

interested clients and delivered through either a pull mechanism (polling) or a push

mechanism.  This type of information is usually less complex, representing metadata or

change summaries of the first type of information.  Considering the wide range of notification

receiver capabilities, we choose to adopt Really Simple Syndication (RSS1) mechanism, in

particular the Atom Publishing Protocol (APP) [4], to support resource change publishing,

subscription and notification. The mechanism relies on a simple polling from the receiver

side to deliver the notification. We propose optional LIXI-specific extensions to the Atom

format so smarter receivers or intermediaries can be built while maintaining graceful

backward compatibility.

Example solutions are provided for LIXI loan product updates. The approach can in principle

be further applied to other areas of the lending process such as commission information and

loan status information. This should be considered as exploratory work and we seek industry

feedback to improve it.

                                                                   

1 RSS is an acronym which has a variety of meanings, e.g. “RDF Site Summary”, “Rich Site

Summary”, “Really Simple Syndication”.
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Introduction
Vertical industries (such as mortgage lending) have been developing e-business standards to

improve their business-to-business interoperability. Until recently LIXI standards have been

limited to XML-based business data models (associated with message exchange patterns)

and Business Process Modeling Notation (BPMN) based business process models.  Business

data and process models alone have limited power to regulate the healthy evolution of the

whole system. Common schema also have limited capabilities to convey some semantics such

as timing information, sequencing, contextual assumptions about how and when the data

should be used or interpreted. These are important details in technical implementations so

there is a need to complement existing business data and process standards with technical

guidelines such as reference architecture, rules and development guidelines.  This document

serves this purpose through providing technical guidelines on publishing lending product

related information using the basic Web and the Atom Publishing Protocol (APP).

Two types of business document exchanges can be identified in the LIXI context [2].  One is

transactional document exchange such as loan application processing or valuation request

processing.  The other type is non-transactional, such as loan product information

dissemination and possibly back channel status updates. Recently, we (NICTA) have mapped

one LIXI transactional document exchange scenario (Valuations) to Web services in order to

leverage its sophisticated infrastructure support [5] and promote wire-level interoperability.

However, the cost of using these sophisticated infrastructure is high.  At base, the problem

results from the fact that each link (such as lender-broker) is typically a hand-crafted and

individually tested communication channel to deal with the many variations in the ways that

each company create and transmit LIXI data. Although standardized Web service protocols

and interoperability best practices [5] can alleviate the situation, the cost can not be justified

for all  situations, especially considering that the lending industry is comprised of

organizations with a wide range of technical sophistication and financial capability.

For non-transactional document exchange, LIXI scenarios usually require the unidirectional

secure dissemination of large quantities of changeable and time-sensitive data.   These

scenarios are best viewed as data dissemination rather than transactional communication.

For example, rather than explicitly sending a new piece of product information to a broker as

a web service message, one can create a new uniquely identifiable resource representing the

product. Changes to the product can be considered as a topic to which a client can subscribe.

When a change happens, it will be published and a  notification will be delivered to

subscribing clients.  The product information, as a resource, should be able to be further
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manipulated by authorized parties for product update purposes. The technical design for this

resource-centric publishing of LIXI information is based on the REST principles.  The

publication and subscription of the changes are based on APP. Different consuming clients

can use the  retrieved information in different ways, ranging from simple information

organization to smart value-adding analysis.

The reference architecture does not prevent the introduction of other components and roles,

such as:

• Directory Service: A directory service may contain any types of central or/add

authoritative  information.  For example, a unique ID for a lending product across the whole

industry can be issued and maintained in a central repository. This significantly improves the

interoperability through unambiguous references to a product. A directory can also contain

technical information such as service descriptions in WSDL/WADL, policy profiles

associated with the service.  The current architecture accommodates both central

authoritative directory services and distributed local directories.

• Intermediaries: An intermediary refers to any parties that provides value added

services between a direct information publisher and a direct information consumer. Some

intermediaries provide purely technical infrastructures, while some others do more

information analysis and aggregation to provide additional business values.  The current

architecture deliberately does not include explicit roles of intermediaries while allowing

intermediaries to arise organically through innovative business models.

LIXI Schema

Internal Data 
Structure

directory service

Product ID

Application ID

Publisher

Resource 
Architecture in 

URI

Info retrieval 
( LIXI XML )

For product info 

WWW

Subscriber

Excel Plugin

Adaptors for EAI

Ajax Dashboard

Other Uses

For commission info and application  status

Other value - added
Intermediaries

Other value - added
Intermediaries

Change notification 
( extended ATOM )

R
e f.ATOM Feed
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As proposed in [4],  the general rationales behind this design is three folds:

• Focus on rules for governing the quality of systems providing services rather than

providing prescriptive architectural structures for systems. Elements and structures are

highly adaptable to handle continuous and long-term evolution. Quality rules related to

interoperability, robustness, and adaptability are specified. Just as in urban design planning,

the rules also have an economics rationale and a quality focus, with little formal control.

• Balance technical issues and business issues. Rules or structures explicitly consider

implications to business value. They should encourage competition and allow new business

models to appear. The values and financial/technical capabilities of all parties should be

considered.  For example, we do not expect small companies to build large technical

infrastructures.

• Balance consistency and variety. There is always a tradeoff between order and incident,

prescriptive guidance and flexibility, immediate technical needs and long term evolution. The

general rules embodied in the reference architecture should try to be technology agnostic, but

exemplar bindings to existing technology should also are provided.
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A Reference Architecture (RA) for LIXI

Visible Loans

Publish-Subscribe (Pub-Sub) for Visible Loans

In LIXI Visible Loans, one party (the server-side) can publish information. A “publish”

activity may include creation, deletion, or updating of information. Another party (the client-

side) can subscribe to certain kinds of information. By subscription the client will be notified

of any creation, deletion or update of the information. The client then may choose to retrieve

the changed information as a whole or only the changed parts.  Information is represented as

a resource or a collection of resources which are identifiable through a URI. Each resource

can have a variety of representations, ranging from well-f0rmed LIXI XML data to PDF

brochures.  Thus the LIXI Visible Loans reference architecture contains two major

components:

• LIXI Product Information Publishing:   The information to be published may

include, but is not necessarily limited to, product information. Further uses for this

distribution technique could concievably include commission information or any

backchannel  information (such as loan application status or valuation status information).

The design behind this component is a based on RESTful web architecture which includes:

o a hierarchical resource architecture representing the structure of the information. The

resource architecture is derived from the corresponding LIXI schema. Some LIXI

schema only captures part of the whole information (e.g. frequently updated parts). In

this case, a broader input (e.g. internal product management information) is sought

for deriving the resource architecture.

o primitive HTTP-methods (GET/PUT/POST/DELETE) based APIs for each resource

or collections of resources. It contains both the basic request-response formats

representing the functional aspects of the API and the interoperability, performance,

reliability, safety issues representing the quality aspects of the API. Some aspects of

the API can be expressed in the Web Application Description Language (WADL) [3]

for better automation and formalism.

o facilities for abstracting away details of the HTTP access to allow a more developer

friendly programming model.

o facilities  for composing workflows among individual Web-based APIs
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• Change Publishing and Subscription:  A client may subscribe to changes of existing

resources (LIXI information), creation or deletion of resources. The design behind this

component is based on the Atom Publishing Protocol (APP).  Although APP also supports

“publish” activity, it is not always suitable for publishing full LIXI-related information due to

its lack of complex data structure.  You can refer to the detailed analysis of this in the later

part of this white paper. The design for this component includes:

o an extended version of the APP to capture additional LIXI-specific information in

various extension points. These extension points include feed or entry level elements,

“lixi+xml” content-type for inline inclusion or media resource inclusion.

o facilities for generating ATOM feeds from resource changes/addtions/deletions

o clients for consuming the notification feed and retrieving the information.

LIXI Product Information Publishing - A RESTful Web

Architecture

From a web architecture viewpoint there is no intrinsic difference between the information to

be published, the information representing a particular subscription and the information

regarding notification. Thus, many of the principles here are applicable to the next section on

APP-based information dissemination.

One of the principal advantages of a RESTful architecture is that it further standardizes the

verbs and limits them (to GET/HEAD/PUT/DELTE/POST). However, the intension2 of a

specialized  operation still needs to be conveyed.  This intension includes three aspects:

• The LIXI data you want to operate on (scoping information)

• The LIXI operation you want to perform (operation information)

• Where to issue the intension.

Unlike SOAP based Web services or XML-RPC which uses a single URI-identifiable endpoint

and conveys scoping information and operation information through the body of a SOAP

message or a XML message, the Visible Loans reference architecture creates fine-grained

unique URI-identifiable resources to convey scoping information in the context of primitive

HTTP verbs. The body of a message only contains representations of resources (LIXI XML

messages) rather than scoping information and operation information.  This significantly

                                                                   

2 i.e. what the verb signifies.
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mitigates the problem of wrapping standardised business data in arbitrary envelopes which

subsequently defeat the purpose of standardisation.  As even the envelop formats themselves

are technical standards, such as SOAP, the content involved are out-of-band in terms of the

LIXI data standard.  This out-of-band part has been the root cause of peer-wise arbitrary

linkages and the major barrier for mass interoperability with low adaptation cost.

It might not be immediately obvious how the richness of verbs can be easily covered by the

very limited number of HTTP verbs, namely GET, PUT, POST, DELETE, HEAD and OPTION

because we have been trained and socialized in expressing  systems using operations or

procedures with parameters. Object orientation may have worsened this by promoting fine-

grained objects and consequently fine-grained operations attached to these objects.

To illustrate how resource oriented architecture design works, suppose you need a

“subscribe” operation to create a new subscription or modify an existing subscription.

Instead of having a “subscribe” operation with the topic of interests and the subscriber as

parameters, we can adopt the following solution:

• a “subscription” parent resource will be created at a URI, e.g.

http://lixi.example.com/subscription.

• Each individual child resource will be created to represent a new subscription with its own

URI. Generic PUT/POST operations can be used to create new subscriptions by operating on

the “subscription” parent resource.

• Generic PUT/DELETE can be used to modify/delete an existing subscription by operating

on the individual subscription URI.

• HEAD can be used to retrieve metadata about a subscription.

• An XML representation of the subscription resource can capture topics of interest and

subscriber information. Subscribers and topics  can also be treated as URI-identifiable

resources if needed.

Programming  Model

Although primitive HTTP verbs can be used for all type of resource manipulation,

programmers still want more meaningful and specific verbs  during programming. This can

be done as long as the verbs (a) match the corresponding HTTP verbs semantically (b)

operate on URI identifiable resources (c) do not violate the safety and idempotent

implications of HTTP verbs.  Another approach is to use a new programming model to

provide user-defined operations but provide explicit assurance of their mappings to basic
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HTTP verbs.  Such programming models can be provided by RESTful programming

frameworks, such as restlet3.

Resource Model

The resource architecture behind the published LIXI information is not an object model, or a

relational model or XML-based LIXI data structures. The resource model is a hierarchical

model which is organized into a collection of URI-based “paths”. Parameters and query

strings can also be used as a way  of constructing the resource model.  Rather than treating

query strings as operation parameters, they can be as the parts of an identifier for a unique

resource.  No matter how you see it, the important principle is that all the scoping

information and operation information are designed to reside in the URI to be uniquely

identifiable rather than the header and the body of an envelope format (either SOAP or

HTTP)

Competing Architecture Styles

To fully understand the LIXI visible loan RESTful design, it is helpful to see the alternative

designs under different architecture styles:

Web Services:  Web service based designs are being widely adopted within the industry. In

fact, the LIXI Valuation Reference Architecture is web service based design. As argued

earlier, web services demand complex infrastructure and do not suit all LIXI scenarios,

especially information dissemination. It is arguable that one can use Web services just like

RESTful services by limiting the number of verbs to a bare minimum. However, it is not often

about what a technology “can” do, but what a technology encourages and is designed to do

best. Web services technologies were not designed to expose fine-grained data as URI

identifiable resources and encourages GET/PUT/POST/DELETE operations only.  A SOAP-

based LIXI visible loan service will operate on a coarse-grained endpoint:

http://lixi.example.com/services/soap/

The SOAP request to this endpoint will look like this:

<s:Envelope
xmlns:s="http://www.w3.org/2003/05/soap-envelope"
xmlns:xsi="http://www.w3.org/1999/XMLSchema-instance"
xmlns:xsd="http://www.w3.org/1999/XMLSchema">
<s:Body>

<x:LIXIRequest xmlns:x="urn:lixi">
<method>lixi.test.getinfo</method>

                                                                   

3 http://www.restlet.org
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<name>value</name>
</x:LIXIRequest>

</s:Body>
</s:Envelope>

XML-RPC:  One can certainly encapsulate method and scoping information in side an

HTTP envelop. In this case, HTTP is just like SOAP in terms of an envelop format.

(Transmitting SOAP over HTTP simply means putting the SOAP envelop into another HTTP

envelop). A RPC-style service from a particular party usually defines a new set of verbs. This

has been one of the main barrier to mass interoperability since each link is typically a hand-

crafted and individually tested communication channel to deal with the many variations. This

may work if the industry is dominated by a very small number of players for service provision

rather than many pair-wise connections.

http://lixi.example.com/services/xmlrpc/

<methodCall>
<methodName>lixi.test.getinfo</methodName>
<params>

<param>
<value>

<struct>
<member>

<name>name</name>
<value><string> value</string></value>

</member>
</struct>

</value>
</param>

</params>
</methodCall>

REST-RPC Hybrid:  In this style, the operation information is carried over the URL.

For example,

http://lixi.example.com/services/hybrid/?method=lixi.test.getinfo&name=value

One potential risk raised is the potential semantic mismatches between basic HTTP methods

(GET/HEAD/PUT/DELTE/POST) with the embedded customized methods.

This allude to one possible solution to define a set of standard LIXI verbs in addition to its

business data standard in XML.  To a certain extent, this is addressed in the LIXI business

process modeling activity. However, business-level operation standardization is different

from technical-level data standardization. A difference can still be introduced during

mapping from business “verbs” to technical “operations”.  LIXI data standards are not

affected by this since the data is defined in XSD based technical formats though they have

their roots in business ontology and vocabularies.  Defining technical verbs (e.g. specific web

service operations) may be too prescriptive and put too much restrictions to
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implementations. The analysis of this trade-off will be presented in a separate

documentation.

RESTful:  Through normalization of verbs into nouns to treat them as individual resources,

we can usually convert specific “operation information” and “scoping information” into a

hierarchical  resource architecture (URI). There are certain verbs such as “search” that are

difficult to normalize unless you see every possible search term represented as resources. We

often call such types of verbs “algorithm”, where an algorithm is applied to a hidden (not URI

identifiable) data set (Google’s data set) according to supplied parameters (e.g. search

keywords). Then all possible parameters should be represented as a unique resource.   The

following figure demonstrates a RESTful service design example:

Applying to LIXI information dissemination (e.g. product), a resource for the latest update of

a particular product (id-nnnn) will be:

http://lixi.example.com/product/category-xxx/id-nnnn/update

HTTP GET/POST/DELETE/HEAD will be able to retrieve the product information and

meta-information.  If a REST-RPC hybrid approach is used, the request will look like:

http://lixi.example.com/product/?method=lixi.test.get_latest_update&category=category-xxx&id=id-

nnnn

Canonical examples of RESTful services are the ATOM Publishing Protocol (APP) developed

by IETF, APP variants GData from Google and  Amazon S3. More details on APP will be

discussed in the next section.

We will demonstrate more details in the following domain specific cases.
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Change Publishing and Subscription (Pub-Sub)

Both Web services and RESTful services are proven and effective approaches for building

loosely-coupled systems. However they have their { XE "MOM" }limitations since they are

often used as a one-to-one technology. One sender sends a single message to a single queue,

and one receiver retrieves that message for the queue. Not all problems are easily solved by a

one-to-one style. This is where Pub-Sub architectures have a lot to offer.

The Pub-Sub { XE "publish-subscribe" } approach extends the basic communication

mechanisms to support 1 to many, many to many, and many to 1 style communications.

Publishers create a single copy of a notification message (e.g. about a change) on a particular

resource{ XE "topic" }{ XE "subject" \t "See topic" }. We will call these resources topics or

subjects.  Subscribers listen for messages that are sent to topics that interest them through

either a push or pull mechanism.

In terms of loose coupling{ XE "loose coupling" }, Pub-Sub has some particularly attractive

properties. Senders and receivers are decoupled, each respectively unaware of which

applications will receive a message, and who actually sent the message. Each topic{ XE

"topic" } may also have more than one publisher, and the publishers may appear and

disappear dynamically. This gives considerable flexibility over static configuration regimes.

Likewise, subscribers can dynamically subscribe and unsubscribe to any topic. Hence the

subscriber set for a topic can change at any time, and this is transparent to the application

code.

Publisher

Subscriber

Subscriber

Subscriber

Topic

 For resource change

Register interests
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In Pub-Sub technologies, a layer is needed for managing topics, and knowing which

subscribers are listening to which topics. Topics can be persistent or non-persistent, with the

same effects on reliable message delivery as in basic point-to-point mechanisms. Messages

can also be published with an optional ‘time-to-live’ setting. This tells the client  how to treat

the message.  The underlying protocol a technology uses for Pub-Sub can profoundly affect

performance{ XE "performance" }.  In our visible loan reference architecture, a change of a

loan information resource (e.g. product information) can constitutes a topic. Sub-topics can

be formed for a particular type of change (e.g. deletion, creation, update or even a fine-

grained types of changes). A client is a subscriber of one or more changes.

Feed Technology:  ATOM vs. RSS

A web feed technology is a data format used for serving users frequently updated content

and/or notification of the updates. Content distributors may syndicate a web feed, thereby

allowing users to subscribe to it. Web feeds provide a system for automated exchange of

frequently updated information or notification of the changes. RSS and APP are two of the

most accepted formats of feed. Feeds are XML documents that are provided to recipients

when they are requested through the feed link. RSS was originally designed in 1999 and its

purpose was to provide dissemination of information for web logs and news logs . RSS

(Really Simple Syndication, Rich Site Summary or RDF Site Summary) delivers its

information as an XML file called an "RSS feed," "webfeed," "RSS stream," or "RSS channel".

An example is shown here:

<?xml version="1.0" encoding="utf-8"?>
<rss version="2.0">

<channel>
<title>Example Feed</title>
<description>Insert witty remark here</description>
<link>http://example.org/</link>
<lastBuildDate>Sat, 13 Dec 2003 18:30:02 GMT</lastBuildDate>
<managingEditor>johndoe@example.com (John Doe)</managingEditor>
<item>

<title>Atom-Powered Robots Run Amok</title>
<link>http://example.org/2003/12/13/atom03</link>
<guid isPermaLink="false">urn:uuid:1225c695-cfb8-4ebb-aaaa-
80da344efa6a</guid>
<pubDate>Sat, 13 Dec 2003 18:30:02 GMT</pubDate>
<description>Some text.</description>

</item>
</channel>

</rss>

APP is another standardization effort for feed technologies. For a detailed description of the

Atom Publishing Protocol specification, please refer to [4].  Briefly, the Atom data model

consists of entry resources, media resources which belong to collections.  A media resource
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can have representations in any media type including domain specific XML formats such as

LIXI schemas. An entry resource corresponds to an atom:entry element which requires an

ID, an update date, authors and textual descriptions. Text descriptions can also contain

“content-type”-based materials.  Apart from the apparent notification usages and

information retrieval purpose, APP can also be used to add/update/delete resources. To add

a member to a Collection, clients send a HTTP POST request to the URI of the Collection. To

delete a member resource, clients send a HTTP DELETE request to its member URI. HTTP

PUT is used to edit a member resource. An example is shown here:

<?xml version="1.0" encoding="utf-8"?>
<service xmlns="http://www.w3.org/2007/app"
xmlns:atom="http://www.w3.org/2005/Atom">

<workspace>
<atom:title>Main Site</atom:title>
<collection href="http://example.org/blog/main">

<atom:title>My Blog Entries</atom:title>
<categories href="http://example.com/cats/forMain.cats"/>

</collection>
<collection href="http://example.org/blog/pic">

<atom:title>Pictures</atom:title>
<accept>image/png</accept>
<accept>image/jpeg</accept>
<accept>image/gif</accept>

</collection>
</workspace>
<workspace>

<atom:title>Sidebar Blog</atom:title>
<collection href="http://example.org/sidebar/list">

<atom:title>Remaindered Links</atom:title>
<accept>application/atom+xml;type=entry</accept>
<categories fixed="yes">

<atom:category scheme="http://example.org/extra-cats/"
term="joke"/>

<atom:category scheme="http://example.org/extra-cats/"
term="serious"/>

</categories>
</collection>

</workspace>
</service>

Why ATOM for Visible Loans?

RSS has a number of practical problems that the Atom Publishing Protocol does not have. All

these are important for the visible loan Pub-Sub model:

• RSS development has been declared frozen and it does not let developers to improve

the format for more complicated Pub-Sub mechanisms. APP is open and provides a

number of extension mechanisms within the protocol.  The visible loan project needs

the extension mechanism to create smarter feeds for potential value-adding

information analysis.
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• RSS allows the payload of both text and escaped html, while providing no means of

differentiating them. Escaped html is not easily readable (e.g. String X&Y is expressed

as X&amp;amp;Y). XML content is not allowed as well. APP, on the other hand,

allows multiple types information while providing mechanisms to distinguish them.

The supported types include: Plain text, escaped html, xhtml, other XML vocabulary,

based64-encoded binary, a pointer to a web content which is not included in the feed.

All current LIXI data types are defined in XML schemas. APP payload facilities allow

the seamless integration of LIXI XML data.

•  RSS 2.0 is not in an XML namespace. There is no central place where one can find

out about popular extensions, such as dc:creator and content:encoded. However APP

1.0 is in an XML namespace and may contain elements or attributes from other XML

namespaces. There are specific guidelines on how to interpret extension elements.

This allows the LIXI extensions to be un-ambiguously integrated. Additionally, one

can leverage the IANA managed directory of <link rel=""> values.

• APP has detailed documentation which provide restrictive guidelines to provide

consistency and compatibility (Like RFC4278 and RFC4685); RSS however does not

provide detail documentation.

• APP has an advantage with security as it allows the main elements of the documents

such as feed, entry or person be digitally signed or encrypted (or both). It uses XML

encryption and XML digital signature. As LIXI requirements are often enterprise-

driven with more security concerns compared to web news publication, APP is more

appropriate.

ATOM Publishing Protocol Limitations

Although APP is selected as a way for managing the change notification of resource, it is

technically possible to use APP or variants of APP (e.g. GData published by Google) for a

broad range of loan and product information publishing as well.

However, there are a number of limitations of ATOM and GData in directly publishing loan

information:

• Mismatches between APP data model and LIXI data model. APP model is very good

at representing micro-content such as blog posts, wiki pages and images/audio/video.

However, complex data structures such as LIXI messages can not be mapped to an

ATOM entry.  A large number of proprietary extension elements have to be created

for holding LIXI specific fields.  Even they can be fitted, a standard APP client will

ignore it. Extending a standard APP to accommodate all the extended data in this case

defeat the purpose of using a standard protocol. Alternatively, we can treat each LIXI

messages as media resources or embed them in <content/>. However, in this case, we

are not reusing the APP at all but relying on a poorly extended HTTP for  media
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resource update.  In that case, a WevDAV protocol would be more appropriate than

APP for generic distributed authoring.

• Lack of support for more fine-grained updates to fields of an item.  An entry has to be

replaced entirely for updates.  To ensure forward compatibility, each client is

responsible for ensuring not losing any data which can be complicated. Race

conditions are hard to avoid.  Thus in our solution, we rely on a separate set of

RESTful APIs for creating/updating/deleting complicated LIXI resources rather than

using the APP protocol. The APP protocol is strictly used for notification purposes

while providing value-added selected fields for potential smarter information

dissemination-based applications.

• Poor support for hierarchical data model .  Resources members can not include

further resource members. It has to be referred as links rather than including inline.

Many LIXI data models are hierarchical. A client has to call multiple times to retrieve

additional data rather than retrieve them inline.  An alternative solution is to use

micro-formats in the body of the entry.  In our solution, we allow the users to treat

LIXI as a micro-format in the entry description field <content>

• Batch and multiple-part uploads.  This feature was considered by the atom-syntax

working group but was dropped due to its complexity. Many LIXI data models have

“Batch” concept that will not fit nicely with the current model.

Best Practices and  Non-functional Properties of the

Reference Architecture

Addressability

An LIXI visible loan application is addressable if it exposes the interesting aspects of its

published information as resources. Since resources are exposed through URIs, an

addressable application exposes a URI for every piece of information it might conceivably

serve. This can be an infinite number of URIs. Addressability makes it easy for consuming

clients to use the published information in ways the original designers never imagined.

Statelessness

Statelessness means that every LIXI application request happens in complete isolation.

When the client makes a request (retrieve or update/add/delete), it includes all information

necessary for the server to fulfill that request. The server never relies on information from

previous requests. If that information was important, the client would have sent it again in

this request. Statelessness makes it easier to distribute a stateless application across load-

balanced servers. Since no two requests depend on each other, they can be handled by two
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different servers that never coordinate with each other. Scaling up is as simple as plugging

more servers into the load balancer.

Links and Connectedness

Sometimes LIXI representations are little more than serialized data structures. In most LIXI

Visible Loan change notifications, representations are hypermedia: documents that contain

not just data (summary of the change), but links to other resources (the changed resource).

Hypermedia is  the engine of application state. The current state of an HTTP “session” is not

stored on the server as a resource state, but tracked by the client as an application state, and

created by the path the client takes through the links. The server guides the client’s path by

serving “hypermedia”: links and forms inside hypertext representations.

Security

Two security mechanisms are recommended:

1) HTTP over SSL

2) WSSE Username Token as HTTP Authentication Extension.
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Reference Implementation: Product Update

Server Side

The system is responsible for providing a well arranged schema for the URI of all the

resources which are to be published. It then should provide the requested resource to the

client. To start the above task, various resources should be categorized. There are 3 different

types of resources to be published:

• Complete Product (Full manual of the product in html, xml, pdf or etc)

• Product update information (product update information in xml)

• Feed or list of updated products (An XML-based ATOM feed).

There 7 types of URI’s derived from the above 3 categories. These URI’s are subject to update

or change during development. The following figure and table demonstrates these different

types of URI:

Link URI Representing Doc-type

1 \\base\product All products Xml, html,
pdf

2 \\base\product\update All product updates LIXI
product xml

3 \\base\product\id Product xx Xml, html,
pdf

4 \\base\product\id\update\?updateid=value Old updates xml

5 \\base\product\update\id Latest update for
product xx

LIXI
product xml

6 \\base\prouct\feed Atom feed for all
products

Extended
Atom

7 \\base\product\feed\id Atom feed for product
xx

Extended
Atom
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RSS 2.0/ATOM feed example:
<?xml version="1.0" encoding="utf-8"?>
<feed xmlns="http://www.w3.org/2005/Atom"
xmlns:lixi="http://www.lixi.org.au/schema/ProductsDraft/2007-04-06"
xml:lang="en">

<title> NICTA Bank Home Loan Products </title>
<link href="http://www.nictabank.com.au/homeloan/AtomFeed" rel="

LIXI.RSSFeed" type="application/atom+xml"/>
<id>tag:nictabank.com.au/homeloan/atomfeed,2007:0418210200</id>
<updated>2007-04-18T21:02:00Z</updated>
<author>

<name>NICTA ESE</name>
<email>ese@nicta.com.au</email>

</author>
<rights>All Rights are reserved by ESE</rights>
<generator version="4.0"

uri="http://www.nictabank.com.au/fg4">feedgen</generator>
<logo>http://www.nictabank.com.au/homeloan/logo</logo>
<entry>

<title>Choices Rate Reducer Home Loan</title>
<link href="http://www.nictabank.com.au/homeloan/product/7546"

rel="LIXI.ProductBrochure"/>
<link

href="http://www.nictabank.com.au/homeloan/product/7546/Update/"
rel="enclosure" length="1158"/>

<published>2006-10-24T01:00:00Z</published>
<updated>2007-01-24T01:00:00Z</updated>
<id>tag:nictabank.com/homeloan/product/7546,2006:1024010000</id>
<summary type="xhtml">Variable Rate: 6.93 <br/> Comparison Rate:

7.03 <br/> Loan Approval Fee: $650.00 <br/> Legal Fee: $330.00 <br/>
Settlement Fee: $110.00 <br/> Exit Fee: $300.00 <br/>

</summary>
<content type="application/lixi+xml">
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<lixi:Lender LenderName="NICTA Bank">
<lixi:Identifier Type="1093940" Description="String"

UniqueID="String"/>
</lixi:Lender>
<lixi:ProductCategory MarketingLabel="Choices Rate Reducer

Home Loan " Description="Text"/>
<lixi:InterestRate RatePercent="7.25">

<lixi:ComparisonRate LoanTermInYears="25"
LoanAmount="150000" Description="Text" AAPR="Text"/>

</lixi:InterestRate>
</content>

</entry>
</feed>

Design Considerations for ATOM feeds

1. Incorporate the LIXI name space

2. Extending “rel” values based on <WebAddress/> elements in product schema

3. Multiple alternative links for each entry

4. Representation-independent resource URI

5. Introduce application/lixi+xml payload type for <content/>

6. Configurable partial payload in <content/>

7. Optional ATOM extension using “lixi” name space.

8. HTTPS security mechanism

9. Support both resource retrievals and updates.

Mapping between the Product Schema and the ATOM Feed

The mapping between an evolving product schema and the ATOM feed can be specified in a

tool and the corresponding XQuery can be generated:
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This allows a minimal XQuery-based configuration for any new feed design either due to

product schema change or feed publication decision change:

declare namespace a = "http://www.w3.org/2005/Atom";
declare namespace LIXI =
"http://jupiter/Product/Feed/include/ProductsDraft.xsd";
for $ProductConfiguration in
/ProductConfigurationBatch/ProductConfiguration
return
<a:entry>

<a:content type="application/lixi+xml"> {
for $Fee in $ProductConfiguration/Fee
return

<LIXI:Fee FeeAmount="{$Fee/@FeeAmount}">
<LIXI:Identifier UniqueID="{$Fee/Identifier/@UniqueID}"

Type="{$Fee/Identifier/@Type}"
Description="{$Fee/Identifier/@Description}"/>

<LIXI:FeeType WhenPayable="{$Fee/FeeType/@WhenPayable}"
Type="{$Fee/FeeType/@Type}"
OtherWhenPayableDescription="{$Fee/FeeType/@OtherWhenPayableDescription}"
OtherTypeDescription="{$Fee/FeeType/@OtherTypeDescription}"/>

</LIXI:Fee>
}

</a:content>
<a:id>tag:communityfirst.com.au/homeloan/atomfeed,

{$ProductConfiguration/PublicationDate/Date/text()}
</a:id>
{
for $WebAddress in $ProductConfiguration/WebAddress
return
<a:link href="{$WebAddress}" rel="{$WebAddress/@ResourceType}"

type="application/atom+xml"/>
}

<a:summary>Interest Rate:
{data($ProductConfiguration/InterestRate/@RatePercent)}

</a:summary>
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<a:title>
{data($ProductConfiguration/Identifier/@Description)}

</a:title>
<a:updated>

{$ProductConfiguration/PublicationDate/Date/text()}
</a:updated>

</a:entry>

Security Mechanism

Some of the following examples are given in Abdera4, which is an open source

implementation of the APP specification.

Digitally signing an Product Update notification:

A digitally signed product update notification allows recipients to verify the authenticity so

that the system is not abused.

This requires an optional Abdera security module, a private key suitable for producing digital

signatures, and an X.509 certificate containing the public key used to verify the signature.

Abdera abdera = new Abdera();
//... create the product update information
AbderaSecurity asec = new AbderaSecurity(abdera);
Signature sig = asec.getSignature();
SignatureOptions sigoptions = getSignatureOptions(sig);
doc = sig.sign(doc.getRoot(), sigoptions).getDocument();

After signing, the product update document includes an enveloped signature that contains

the X.509 certificate:

 <xml xmlns="É">
  <identifier>É</identifier>
  <sender>somebody@nictabank.com</sender>
  <info>É</info>
  <ds:Signature xmlns:ds="http://www.w3.org/2000/09/xmldsig#">
    <ds:SignedInfo>
      <ds:CanonicalizationMethod
        Algorithm="http://www.w3.org/TR/2001/REC-xml-c14n-20010315" />
      <ds:SignatureMethod
        Algorithm="http://www.w3.org/2000/09/xmldsig#dsa-sha1" />
      <ds:Reference URI="">
        <ds:Transforms>
          <ds:Transform
            Algorithm="http://www.w3.org/2000/09/xmldsig#enveloped-
signature" />
          <ds:Transform
            Algorithm="http://www.w3.org/2001/10/xml-exc-c14n#" />
        </ds:Transforms>

                                                                   

4 http://incubator.apache.org/abdera/
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        <ds:DigestMethod
          Algorithm="http://www.w3.org/2000/09/xmldsig#sha1" />
        <ds:DigestValue>...</ds:DigestValue>
      </ds:Reference>
    </ds:SignedInfo>
    <ds:SignatureValue>...</ds:SignatureValue>
    <ds:KeyInfo>
      <ds:X509Data>
        <ds:X509Certificate>
          ...
        </ds:X509Certificate>
      </ds:X509Data>
    </ds:KeyInfo>
  </ds:Signature>
</xml>

Verifying a digitally signed product update  alert:

Abdera abdera = new Abdera();
//... parse the Alert document
AbderaSecurity asec = new AbderaSecurity(abdera);
Signature sig = asec.getSignature();
boolean isValid = sig.verify(doc.getRoot(),null);

The digital signature ensures that if any part of the product update informaiton is modified

after the signature is generated, the signature will become invalid. If the signature is valid,

and if the X.509 certificate included in the signature is trusted, recipients can generally

assume that the product update is authentic, or at the very least has not been modified by a

third party.

Client Side

The published information can be consumed different types of client. In the reference

implementation we provide:

• A Client based on Microsoft Excel – chosen to provide a familiar user experience.

• A Feed Server & Product Server as described above – the feed sever will publish

notifications through ATOM or RSS feeds about new updates of product information.

The product server will publish information of the actual updated business

information or products.

The plug-in works with both types of feeds, RSS or ATOM.

The following diagram illustrates the design:
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Excel-based Client

Instead of delivering data to the user through a web browser or a typical web-client where the

user often needs to manually copy the data into their Excel spreadsheets, the client can

automatically download the data into Excel and remain synchronized with the server.

Microsoft Excel provides flexibility of data analysis. Formulas can be quickly written to derive

meaningful information from data and macros written to manipulate, order and present data

to provide maximum value.

As shown in the next figure, a loan repayment calculator can easily be setup using the

formulas function of Excel. Upon download of data into the spreadsheet, loan repayment

amount for each loan can be calculated just by entering the loan amount (principal),

repayments period and initial loan deposit amount. This formula can be further extended to

loans where the rate is frequently changing to forecast approximate average loan repayments

over the total duration of the loan.
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Some of the data is non numeric data that might be published through the feeds. Small

subroutines can be written in Excel VBA to validate and convert this data into corresponding

numeric data for use in formulas. The value shown in the spreadsheet to the user remains

unchanged while the formula is applied and a new value calculated for the repayment

amount.

. 

Once the repayment sizes have been calculated, excel provides the capability to present data

using graphs for easy comparison. The client can be programmed so as to create a graph

instantly once the calculation has completed.  All these will remain synchronized with the

product data on the server.

Other types of information can be attached to a particular product either at the server or at

the client. For example, based on the type of a loan, a document checklist can be generated

showing the next step on what documentation would be required for the loan as shown in the

next figure.
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The <content> tag in each entry provides greater detail of the product on offer. Data

regarding availability, product category, fees associated with the loan product etc are

contained in the content tag. These are the fields that extend the LIXI schema from ATOM

standard. They are identified by the namespace “lixi”. A module is written to handle these

data.

Add-in Walkthrough

This section will present some of the basic functionality of the client add-in. Please see the

released plug-in for more information.

The above Excel add-in interface is the manual button to obtain a feed from the feed server.

The user selects the name of the link in the drop down box and then press “GET Feed” to

obtain the feed and the product or information files.

The “Automate” feature allows the add-in to automatically extract new updates from the

server rather than manual processing. The user must first select the time frequency in the

drop down box displayed at “Please Select a Time Range” in the figure. Then press the

automate button to start feed automation retrieval or to end automation.
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The following screenshot is an illustration of the output obtained after getting information

from the server. It illustrates a summary view of the obtained feed. Since the screenshots on

window can not display all the columns of the spreadsheets, only the following title, home

link and summary  details of a loan product.

The above figure is an illustration of how the client add-in application uses the enclosure field

of the feeds to obtain the actual updated loan product. The two kinds of information are on

separate sheets which can be navigated through the sheet tabs on the bottom left-hand side

corner of Excel.
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The above figure illustrates that how information is read dynamically from the feed server.

The add-in application dynamically generate hyperlink to the according product

configuration file obtain through the enclosure field of the feed. Thus this functionality allows

simple accessibility and direct ping point of the desired information from the detailed

product configuration file. So in this example, the user selects “Aussie Home Loansand goes

right into the detailed worksheet in the next figure.
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The above figure illustrates one of the LIXI requirements for their product configuration. The

add-in handled this well after the changes in their XML schema, in which a new field called

“DeleteMatchingConfiguration” updates the client application to delete the previous sent

product. Since the add-in depends on the dummy instance, once the dummy instance is

inserted, changes can be easily accommodated.

For more information, please refer the reference implementation code.

Conclusion
The Visible Loan’s REST+ATOM approach has a number of benefits:

• Efficient large-scale data dissemination

• Low infrastructure cost and complexity (no SOAP/WS-* infrastructure)

• Interoperability promoted through data visibility, unified interfaces and metadata

• Proven high scalability for sustainable business grow

There are still challenging research issues remaining:

• RESTful business process coordination

• Demand-driven Pub-Sub optimization

• Model driven tooling support

NICTA and other LIXI partners are actively conducting research in these areas.
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